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Abstract. Procedural plant models provide a mathematical formalism
to model plant growth. Lindenmayer systems (L-systems) provide one
such formal system, and they have been used to create visually-accurate
simulations in different environments. Here, we provide a novel algo-
rithm and implementation for another application of procedural models.
Given an L-system and a sequence of real images of a plant developing
as input, we use a genetic algorithm to search the parameters of the L-
system, where the resulting simulations are geometrically matched to the
real images. This matching uses a new graph-theoretic distance function.
This work allows for using L-systems directly with genetic algorithm for
phenotyping tasks rather than using generalized models such as artificial
neural networks. Indeed, a simulation that best matches real images can
be used directly for predictions on other real images. A Docker imple-
mentation is available for easy deployment.

Keywords: L-systems · Synthetic plants · Plant phenotyping · ANNs ·
Genetic algorithm.

1 Introduction

Automation in agriculture is a vital step for ensuring food security [20]. Acceler-
ation is needed in crop breeding and agriculture management to feed the world’s
growing population, and to adapt to climate change. Precise and efficient mea-
surement of plant traits is important for advancing crop breeding programs and
understanding plant development [4]. Plant phenotyping refers to the recording
of growth, development, diseases, stress response, and yield; and to understand-
ing how these traits are influenced by its genotype and environment. Manual
inspection of plant phenotype is not only time consuming and laboursome, but
also prone to human error [34]. Therefore, researchers have turned to automated
methods based on the acquisition of a large number of images.

Advanced computer vision, image processing, and machine learning tech-
niques can be applied on acquired images to extract key phenotypic traits. Artifi-
cial neural networks (ANNs) and deep learning are providing excellent results on
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many data analysis, image analysis, and prediction tasks [13], and have success-
fully been used in image classification, object identification, and segmentation
[26]. A comprehensive summary of deep learning algorithms for identification,
regression, prediction, and identification of plant stress phenotypes can be found
in survey paper [35]. One challenge of applying ANNs for plant phenotyping
problems using supervised learning is obtaining a large amount of labelled train-
ing data. Image datasets of the desired plant species, environment, scale, and
size, with labelled phenotypic properties of interest, are most likely not available,
due to the difficulty associated with collecting and annotating this type of data
[36].

Procedural plant models are another important area that uses mathematical
formalisms to model plant growth and to create simulations of plant develop-
ment. Lindenmayer systems (L-systems), introduced by Lindenmayer in 1968
[27] are one of the most common types of models used for this purpose. They
are a string rewriting system that uses parallelism to rewrite all letters of a
string, and this iterates to produce a sequence of strings. The complicated and
repetitive structure of plants make L-systems an excellent method for modelling
and simulating them [28]. In graphical L-systems, an interpretation of certain
letters is associated to an instruction within a simulator. Where each string can
describe an image, a sequence of strings can describe a sequence of images to
simulate a temporal process, that can be visually simulated by software such as
the “virtual laboratory” (vlab) [32]. With graphical applications of L-systems,
it is possible to represent plant structures such as branches, leaves, and other
organs [33]. A number of different types of L-systems have been studied [29].
Parametric L-systems are one such type that allow explicit inclusion of growth
functions into L-system specifications, where formal parameters are used in the
specifications of the productions [28]. The simulations from these types of L-
systems can incorporate different plant geometries [28], environmental factors
[3], and mechanistic controls [30].

One application of procedural models towards phenotyping is to use synthetic
images, that are implicitly labelled, to train neural networks. There are examples
of them being used either alone or in conjunction with real images to improve
prediction, thereby reducing the cost and labor of image labelling. Synthetic
training data was used in the following applications: for early disease detector
on tomato plants [24], for training a deep learning network for leaf counting in
rosette plants of Arabidopsis thaliana [36], for training a deep learning model
that detects artichoke seedlings in images captured by a robot [15], for gener-
ating agricultural scenes focusing on soybean crops along with various weeds
and augmenting them with real world training data to identify crops and weeds
[10], for obtaining better results for sweet pepper fruit detection [1], and in some
other agricultural examples as described in [2]. It was shown that the level of
realism in the synthetic images can have a substantial effect on the predictive
results [22] using neural networks. They also showed how L-system models can
be calibrated and refined manually using visual comparison, requiring expertise
to identify the dissimilarities between the real and synthetic images. This is not
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only time-consuming, but also prone to human error, and requires significant ex-
pertise. An alternative approach to this is implementing an automated approach
for model calibration.

Evolutionary algorithms are natural to explore the search space of L-systems
in a variety of ways. In [21], the authors demonstrated the application of evo-
lutionary methods for L-system inference, which is to determine an appropriate
axiom and rewriting rules to model a given structure formation or growth pro-
cess. Ochoa [31] use genetic algorithms and L-systems to simulate the evolution
of 2D plant morphologies. Curry implemented a user interface for creating para-
metric L-systems for people who are not L-system experts [12], by allowing users
to guide the evolution of the using genetic algorithm techniques. Hornby et al.
[19] described a system that uses an evolutionary algorithm to evolve paramet-
ric L-systems. In [16] they use genetic algorithm to evolve L-systems, with the
genome consisting of the production rules and variables. Another work used
genetic algorithm for the evolution of both rules and interpreter of L-systems
to generate a virtual landscape [5]. Bernard et al. [8] inferred a context free
L-system from a given sequence of generated strings using a genetic algorithm
(extended to parametric L-systems [7]). Inferring different aspects of L-systems
is natural with genetic algorithms due to the discrete string representation of
the systems.

In our study, we propose a novel technique to automatically find the (close
to) best simulation (and hence synthetic images) of an L-system by tuning its
parameters to match a temporal sequence of real images, with an evolutionary
algorithm. This opens up the possibility of automated approaches for creating
accurate simulations, and for using L-systems directly for phenotyping tasks
rather than using generalized models such as artificial neural networks. We use
an existing parametric L-system model for maize, and we use a genetic algorithm
to search the parameter space of the L-system, with a type of geometric match-
ing of the corresponding temporal simulation to a sequence of real images of a
plant development. This involves the creation of a novel distance function that
quantifies how far a temporal plant simulation is from a real sequence of images
of a plant developing (or between two plants). This distance is calculated by first
creating a weighted, undirected, bipartite graph between each pair of correspond-
ing real and synthetic images, by using the Euclidean distance between pairwise
components of both plants. It then uses the Hungarian algorithm, a matching al-
gorithm from graph theory (also known as the Munkres algorithm) to determine
the mathematically minimal sum of weights of any one-to-one mapping between
the two given sets of vertices [25]. By performing this across corresponding im-
ages of the sequences, and by then adding the matched weights, we can quantify
the difference between the two image sequences, which forms the distance func-
tion. Note that, in this study we did not use any image processing or computer
vision techniques. Instead, we use the given ground truth labelling on the real
images, and the implicitly known labelling for the simulated images to know
the coordinates. If the ground truth had not been available, image processing or
computer vision techniques could be used to first infer them.
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We use real images of maize obtained from an open dataset [37]. The results
showed that this technique can be used to create more geometrically accurate
synthetic maize plants, and synthetic plants that matched more closely with
given real plants. Images showed how this method helped the procedural model
to correct the topology, and refine the geometry.

This is helpful because accurate simulations can be created automatically to
demonstrate plants in new environments. It also opens up the possibility of using
this method for the purposes of phenotyping and making predictions directly by
finding the best simulation, and then using the synthetic images annotating it
as phenotype prediction. Hence, L-systems created to model plant development
can be used directly for making predictions rather than using generalized models
such as ANNs. This is significant as L-systems can model visual [28], genetic [30],
and environmental [3] information to influence phenotyping.

2 Data

A dataset of real maize plant images was used, as well as an L-system that can
generate synthetic images.

Real Maize Plants: Real images of maize were obtained from an open dataset
created at the University of Nebraska-Lincoln [37]. The dataset (called UNL-
CPPD-I) has images of 13 different maize plants of different genotypes. Plants
were imaged once per day for 27 days (one plant for only 26) using the visible
light camera of the UNL Lemnatec Scanalyzer 3D high-throughput phenotyping
facility [9]. Images were taken from two different side views separated by 90
degrees. The dataset also contains ground truth annotations of both the leaf
apex and base for each leaf that is visible. Leaves were only annotated in the
ground truth if they were visible in that specific image, and were not completely
occluded, which is apparent as the number of annotated leaves from the two
views differs noticeably. While this approach is beneficial for identifying leaves
within an individual images, it does impede the evaluation of leaf identification
procedures that try to identify leaves even if they are occluded, which is especially
interesting to know. Additional details regarding the imaging setup, dataset
organization, ground truth annotation strategies, and genotypes can be found in
[9].

Maize plants follow an alternate phyllotaxy, which means that each leaf
emerges on the opposite side of the previous leaf, and therefore the leaves form
a planar-like surface. A preprocessing step was used to determine the best view
between the two available views which is the same procedure as described in [6].
Briefly, the foreground was extracted at first to remove the fixed background
of the phenotyping system with a background subtraction method. Then, Otsu
thresholding was applied to the grayscale image of the foreground image to
obtain the segmented image, and another thresholding was performed by calcu-
lating the excess green index of the segmented image. Finally, the convex hull
area of the binarized plant images of both views were calculated for each plant
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and each day. The view with the larger convex hull area was then selected as the
view for that plant/day.

Only the resulting images chosen via this procedure, and their given ground
truth annotations were used for all subsequent analyses. Lastly, only images with
at least one leaf were kept for each maize plant, and this dataset is known as
the real maize dataset. The number of images of each plant varies, as the plant
growth rate is different for different genotypes. However, most plants started to
show leaves from day 2; hence the total number of images in each varies from 23
to 26. In total, the dataset contains 328 images.

Synthetic Maize Plants Cieslak et al. [11] presented an interactive method for
creating and calibrating developmental plant models for maize using parametric
L-systems. The model was specified in the L+C modelling language integrated
into vlab. Here, we use this L-system of maize as a starting point.

3 Method

We will first describe the fitness function which is used between a sequence of
images of a real plant x = (x1, . . . , xm) and a sequence of synthetic images
y = (y1, . . . , ym) produced from a simulation. We first describe the method that
can be used generally for any sequence of real with any sequence of simulated
images, and any type of phenotype. After explaining, we will describe the specific
dataset and phenotype that on which it is evaluated. We use the number of real
images as m here and match the number of simulated images to be the same
number. The image x1 is compared to y1, x2 to y2, etc. until xm is compared
to ym. For each i from 1 to m, the components of the same type (e.g. leaves
or any other property) of xi are compared to those of yi as follows. For xi,
it uses the given labelling from the real plant images. For yi, these values are
known exactly since they are simulated. The Euclidian distance between each
component of xi with each component of yi of the same type is calculated. This
produces a weighted undirected bipartite graph where the components of xi are
one set of vertices, those of yi are the other set, edges are placed between each
component of xi with each component of the same type in yi, and the Euclidian
distance between their positions in 2D are the weights on the edges between each
pair (essentially representing the distance between the two components if the two
images were over laid together). For each i, the Hungarian matching algorithm
[25] is then used between vertices of the two sets (of xi and yi) to find the best
match. This algorithm produces the mathematically minimal matching between
components of the corresponding two sets of vertices of the bipartite graph, and
also does so in polynomial time. The sum of the weights of the matched edges
produces a distance between these two fixed images. This is added across all m
days to produce a distance between real plant x and synthetic plant y. This
distance is used as the fitness function for the genetic algorithm.

For this particular open dataset, the only type of annotated components are
leaves, which have both their base and apex annotated together. These anno-
tated values are specific pixel coordinates on the real images, and the inferred
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coordinates on the simulated images. So, in this case, if y = (y1, y2, . . . , y27) is a
synthetic plant, and x = (x1, x2, . . . , x27) is real plant, then yi and xi represents
the ith day image of synthetic plant y and real plant x respectively. The distance
between y and x is defined to be c = c1 + c2 + · · · + c27, and ci is the distance
between yi and xi calculated for day i. To calculate ci, let r1, r2, . . . , rn be the
leaves in xi, and s1, s2, . . . , sk be the leaves in yi. We first map each leaf of the
real plant image with the synthetic plant image by the Hungarian algorithm.
The Euclidian distance between both the base and apex are calculated. Hence,
if the base and apex of a synthetic leaf is (ub, vb) and (ua, va) respectively, and
for a real leaf r is (pb, qb) and (pa, qa) respectively, then their distance is

p
(ub � pb)2 + (vb � qb)2 +

p
(ua � pa)2 + (va � qa)2. (1)

This way, we calculate the distance of one leaf pair. It then uses the Hungarian
algorithm to compute the optimal matching between the two sets. To note, if
either of the images has fewer leaves, we penalize the distance by multiplying
the difference by the maximum distance among any pair. A fixed penalty was
not used so the method would be generalizable to other datasets. Finally, the
distance ci is the sum of the weights on the matched edges plus the penalty, and
c is the distance between the image sequences.

The following 12 parameters were used as part of the L-system generation
with minimum and maximum values allowable in parantheses:

– maximum number of leaves according to the plant’s age [1, 10],
– production of a new internode and leaf by the apex reaching the threshold

age defined by a constant [0.1, 3.0],
– parameters contribute in internode modelling:

• target length scaling factor [0.05, 0.7],
• target radius of an internode [0.01, 0.5],
• target width scaling factor [0.01, 0.9],

– plant posture, e.g., its initial angle away from a vertical axis [0, 4.0],
– the increase in branching angle over time [5.0, 135.0],
– a leaf length scaling factor [1.0, 5.0],
– parameter contributing in the local width of the leaf [0.01, 0.5],
– a parameter controlling leaf width with respect to leaf length [0.01, 0.5],
– leaf bend [3.0, 90.0] and twist [3.0, 180.0] parameter which controls the leaf

shape.

More details about these parameters can be found in [11]. Given particular
values for these 12 parameters, the L-system simulates deterministically. The L-
system was calibrated to use the same timeline as the real plants. However, only a
single view was captured for each day and plant, taken directly orthogonal to the
leaves. Ground truth annotations for the leaves (leaf apex and base points) were
automatically determined from the model. Annotations were calibrated to the
real images in that it only counted a leaf if it was not occluded (algorithmically
determined). Had the ground truth labels on the real images been annotated to
include occluded leaves, we would have not used this assumption.
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The genetic algorithm uses the 12 parameters above as its ‘genes’. That is,
each gene is represented by a floating point number, and the genome is the
sequence of the 12 parameter values. It maintains a population of 100 synthetic
plants, with methodology described as follows, which it executes on each real
plant x = (x1, . . . , xm) as input.

– Step 1: Let P be the population of synthetic plants. Initialize P by generating
100 random sets of values for its parameters, and creating a simulation from
each.

– Step 2: For each synthetic plant y = (y1, . . . , ym) in P , find the distance of
x to y with the fitness function.

– Step 3: Choose the 50 synthetic maize plants C ⇢ P with minimum dis-
tance to the real plant. Construct two sets C1 and C2 where each C1 and
C2 contains 25 pairs of plants from C, randomly chosen from C, without
replacement (so each y 2 C occurs in exactly one pair of C1 and one pair of
C2).

– Step 4: From the 50 total pairs in C1 [ C2, use random crossover to create
50 new pairs of plants. For crossover, two parent’s 12 parameters were taken
as two array of real numbers (genome), and then swapping segments of their
encoded parameters at one randomly chosen points to produce offspring
that inherit traits from both parents. Hence this creates 100 new plants,
which we call P 0. It then undergoes mutation on P 0 by randomly selecting
one parameter, and adjusting its value within the allowable range randomly.
No probability was applied during crossover and mutation. Let P 00 be the
resulting 100 new synthetic plants. Calculate the fitness function with each
plant in P 00 to the real plant x.

– Step 5: From the newly generated 100 synthetic plants in P 00 and the previ-
ously chosen 50 synthetic plants in C, choose the 100 synthetic maize plants
with minimum distance with the real maize plant. Set this to P .

We repeat the same process for 1000 generations, and the best synthetic
plant with the smallest distance among them is considered the best match. We
then re-run this entire genetic algorithm five times to get the five best matching
synthetic plants from five random runs.

A Python script was written to complete this method, which runs vlab in a
loop to generate the synthetic images and ground truth annotations for each syn-
thetic plant. The L-system code and python code from [11] were modified for this
algorithm. Initially, this experiment was done only sequentially on a single core
of a CPU. Due to the time consuming nature of the simulation, the method was
updated using Docker, with additional optimations, whereby multiple instances
could be run in parallel. The experiment runs inside Docker containers built from
an Ubuntu base image. Images are produced from the project Dockerfile, which
copies the project directory into the image, and containers are instantiated and
orchestrated with docker-compose, and helper Bash scripts. In-container config-
uration of Vlab is automated so instances can be provisioned and customized
programmatically. Docker code link is available in final version.
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4 Results

Following the above described method, results were calculated for the thirteen
real maize plants of different genotypes. The whole genetic algorithm was re-
peated five times for each real plant. Table 1 shows the minimum and maximum
distance over the 1000 generations for the first run (minimum is best, and max-
imum is shown as a comparison), with the improvement in percentage over the
1000 generations, and the minimum distance with the corresponding best syn-
thetic plant among the five random runs, and the standard deviation between
the minimum distances of the five random runs. Most of these are visualized in
a histogram in Figure 1a. Figure 1b shows a comparison between the number
of leaves in the minimum-distance plant of the first run, the maximum-distance
plant of the first run, and the minimum-distance plant overall.

Table 2 shows both real and synthetic images spread across the timeline for
one particular plant. Both the minimum and maximum distances in the first
run, and the synthetic plant with minimum distance over five random runs are
shown. Smaller distances are better. Results for other days of this plant, and for
the other twelve plants, are extensive and are omitted due to space constraints,
but are provided in Table A1 of [23]. Convergence of the genetic algorithm is
mathematically guaranteed as the algorithm keeps a population of best matches
in subsequent generations.

5 Discussion and Limitations

Results for all of the plants showed how the minimized distance was found using
the genetic algorithm. Running the whole process five times often showed smaller
(better) distance values in comparison to doing only one run. The standard
deviations among the minimum distances of the five random runs quantifies
the difference between runs, and gives an indication of the benefit of additional
runs. It is important to recognize that this minimization is across the entire
developmental simulation of the plant, rather than being calibrated to a single
image.

Figure 1a visualizes the best vs worst distance for this plant and indicates
that the distance is substantially better in the smallest. The distance values on
their own in Figure 1a and Table 1 can be difficult on their own to interpret,
and they might seem quite large. However, the distance function adds euclidean
distances of each component, which are then again added across the sequence.
However, the results demonstrate how iterating the generations of the genetic
algorithm for parameter tuning reduces the distance between the best matching
synthetic plant with the real plant, by an average of 62.72%. Hence, the genetic
algorithm is providing substantial and quantitative improvement to the scores
vs. using a random simulation. The average standard deviation among the five
best synthetic plants is 1.65% of the minimum distance across all runs. Also, the
visual assessment of the matching in Table 1 is important.

To note, even the worst sequence of synthetic images can visually look some-
what similar to the real sequence of images. This is because the model was
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Fig. 1: (a) Histogram showing the distances of the corresponding synthetic plants
(lower bars are better). (b) Histogram showing the total number of leaves in the
real plant, and in the synthetic plant with minimum distance over all runs,
minimum distance over the first run, and maximum distance over the first run.
In both of the graphs, the X-axis shows the real plants.
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Real
Plants
Name

Minimum
distance in
first run

Maximum
distance in
first run

Improvements
in % (1 �
(column2/column3))⇤
100

Minimum distance
with the corre-
sponding best syn-
thetic plant among
the five random
runs (Standard De-
viation among the
minimum distances
of five random
runs)

001-9 29013.37 (gen-
eration 624)

32176.62 34.4% 28240.57 (345.50)

006-25 40649.61 (gen-
eration 340)

59711.10 31.93% 40227.54 (608.43)

008-19 43012.08 (gen-
eration 281)

60243.73 28.61% 43012.08 (432.90)

016-20 38973.77 (gen-
eration 246)

69616.15 44.02% 37614.38 (1262.01)

023-1 30109.97 (gen-
eration 176)

47498.36 36.61% 30109.97 (524.75)

045-1 28613.90 (gen-
eration 306)

48090.81 40.51% 27988.57 (321.77)

047-25 43519.08 (gen-
eration 409)

57705.34 24.59% 40916.33 (1028.55)

063-32 27494.74 (gen-
eration 589)

48089.09 42.83% 27087.52 (267.72)

070-11 30909.65 (gen-
eration 139)

44345.17 30.3% 30436.55 (392.13)

071-8 43015.29 (gen-
eration 304)

65917.34 34.75% 42282.00 (565.26)

076-24 21873.84 (gen-
eration 658)

47081.67 53.55% 20273.68 (643.84)

104-24 27490.91 (gen-
eration 814)

53830.66 48.94% 26071.16 (850.62)

191-28 33522.45 (gen-
eration 857)

50472.09 33.59% 33522.45 (484.73)

Table 1: The minimum (column 2, with generation) and maximum (column 3)
numerical distances for the first run, and the minimum distance across all five
runs (column 5) for all the 13 plants labelling the rows. The standard deviation
among the best distances of the five runs is presented in the fifth column within
first brackets. Lower numbers are better.

created to closely reflect this exact image dataset [11], including being visu-
ally calibrated, and following alternate phyllotaxy. In practice, it might not be
needed to create such a precise and well calibrated model to a specific dataset
when creating an initial L-system. It is likely more important to capture all the
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Days Real Plant Im-
ages

The Best Syn-
thetic Plant Im-
ages from the
First Run

The Worst Syn-
thetic Plant Im-
ages from the
First Run

The Best Syn-
thetic Plant
Images from the
Five Random
Runs

7

12

17

22

27
Table 2: The real and obtained synthetic plant images an interval of five days
for Plant 047-25.
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Days Real Plant Im-
ages

The Best Syn-
thetic Plant Im-
ages from the
First Run

The Worst Syn-
thetic Plant Im-
ages from the
First Run

The Best Syn-
thetic Plant
Images from the
Five Random
Runs

7

12

17

22

27
Table 3: The real and obtained synthetic plant images an interval of five days
for Plant 016-20.
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variation that is possible in real images within the L-system. Even if the model
can generate variations that are not present in any real images, the genetic al-
gorithm can find realistic parameter values. Nevertheless, the precise geometry
was quantitatively improved across generations.

The first row of Table 2 shows that the first leaf of the real plant started
from the right side of the stem. Both the best and worst synthetic plant from
the first run have their first leaf starting from the left side of the stem. However,
the best synthetic plant across all runs has corrected this, and the first leaf of
this synthetic plant has started from the right (and correct) side of the stem.

In terms of the more crude method of only matching the number of leaves
(rather than the precise positions of every leaf), results are shown in Figure 1b.
The benefits of multiple runs on obtaining the correct number of leaves is
not large. For example, plant 047-25 with the lowest distance among five runs
matched the number of leaves with the real plant’s leaf numbers. In contrast,
plant 070-11 shows that the plant with the lowest distance over five runs mostly
did not match the real number of leaves (Figure 1, Table A7 of [23]). But if we
closely examine the plant images of later days in the sequence, we can see that
the topology of the third row of plant images matches with the first row of images
better than the other two. Hence, this technique is at present better at matching
certain aspects of the geometry of the plant, rather than the cruder measure of
the number of leaves. Also, because the ground truth labels only mark the base
and apex of each leaf, it is only matching these components. Labelling the entire
midvein of each leaf and adjusting the distance function accordingly would im-
prove overall geometric matching of leaves. Alternative distance functions could
be explored in the future to accommodate this expansion. It is also evident that
one of the main challenges with the current procedural maize model is, it did not
consider leaf senescence, when certain leaves of a real plant die. Also, labelling
and counting occluded leaves would be preferred. For example, in Table 3 on
day 17, one leaf is not visible as it is either dead or hidden.

In all, finding the closest synthetic plant and simulation to a real plant is
useful in many ways. The current method could be extended to use procedu-
ral models for image-based plant phenotyping predictions. For example, instead
of using ground truth labels to train an ANN (as previous works have done
as described in Section 1), we can instead find the best L-system simulations
which can then predict many more phenotypic properties than the labels. We
can also use image processing techniques to determine the properties and avoid
manual annotations altogether. Simulations can also be used to showcase how
the plant could grow in new environments. We can also find model parameters
that most closely match different phenotypic properties, e.g., which parameters
and simulations most closely match drought or diseased phenotypes.

The initial implementation without Docker and sequentially on a single core
of a CPU, was computationally heavy. For one real plant it is generating almost
(27 days)⇤ (100 synthetic plants)⇤ (1000 generations) = 2, 700, 000 images. We
initially used mac desktop computers running Python scripts that ran simula-
tions within vlab. This task took between 5 and 10 days for the run of each plant.
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However, this computational and time complexity was reduced by introducing
Docker and running on a server. The Docker setup allows us to launch and syn-
chronize many parallel instances that each provided an isolated, reproducible
runtime for the experiment, and optional volume mappings direct experimental
outputs back to the host machine for preservation and analysis. Finally, the run-
time was again reduced by turning off the animated mode of vlab, and saving
every parameter value so that a synthetic plant can be regenerated with ani-
mated mode on as needed. This modification reduced the runtime notably, from
7 days to 2 days for the run of each plant, and multiple plants could be run in
parallel.

6 Conclusions and Future Works

This work presents a novel method for finding L-system parameters where the
resulting simulation closely matches a time-series of real images of a plant de-
veloping. This can be seen as an automated method of the manual calibration
process used in [11,22]. There has not previously been any other implemented
method of calibrating an L-system with a sequence of images. We applied a ge-
netic algorithm for tuning model parameters, with a distance function based on
both Euclidian distance and the Hungarian matching algorithm on a bipartite
graph created between each pair of a real and a synthetic image in a sequence,
and then adding across the sequence. The improvement across generations was
measured quantitatively, with a 62.72% improvement in distance across genera-
tions. Synthetic image sequences were also visually compared to the real image
sequences, and the best synthetic plant was found to closely match the correct
geometry.

Implementing procedural models is more cost and labor effective in com-
parison to collecting and annotating different plant images for every different
phenotyping task. Plant models have been used in the literature for simulating
plant growth and incorporating mechanistic and environmental effects [28,17,18].
The work has been examined with maize plants and can be employed with other
plant species, or other applications of L-systems.

This study opens many avenues for future research. It is only necessary to
create a single general L-system model that captures all the phenotypes possible
within a species, and then this method can find parameters that closely match
the given phenotype. This allows for parameters to be found that target any
treatment or diseased phenotypes and to have more precise simulations based on
those. In the future, better computational optimization and parallelization would
be useful. Also, it would be interesting to feed the resulting closely matching
synthetic images as training data to an ANN for phenotyping tasks. Improving
procedural plant models to capture more phenomena, such as, leaf senescence,
is important, along with midvein positions. Moreover, other distance functions,
such as instance masks, or that of [14] would be of interest, along with using
different types of ground truth data. Finally, it would be useful to compare the
time taken to manually calibrate an L-system vs. doing so automatically.
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